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Key Benefits
•  From the Cloud to the Edge: Designed from the ground 

up, ARM v8.2 Neoverse N1 based, Ampere Altra family of 
processors deliver up to 2x higher inference performance 
than the best x86 CPUs and 4x better than similar Arm 
based processors.

•  Industry Standard Platforms: Ampere Altra family of
processors run AI inference workloads on Ampere’s
optimized TensorFlow, PyTorch or ONNX-RT without any 
modifications, available free of charge directly from 
Ampere or preloaded on select embedded systems.

•  fp16 format: Ampere Altra family of processors are the 
only Arm 64 CPUs that natively support the fp16 data
format. Quantizing fp32 trained networks to fp16 is 
straightforward and results in no visible loss of accuracy.

•  Scalable: The innovative scale-out architecture of Ampere 
Altra family of processors with a high core count enable 
scaling performance up or down as needed, or run
multiple tasks in parallel consistently outperforming the 
best x86 embedded systems.

•  Energy Efficiency: With up to 128 energy-efficient Arm 
cores, Ampere Altra processors consume up to 60% less 
power than leading x86 processors with better
performance making them an ideal choice for high
performance edge applications.

•  Native GPU Support: Edge systems running Ampere Altra 
family of processors can easily be fitted with most NVIDIA 
GPUs to support very high-performance applications 
requiring hardware acceleration.

Ampere — Empowering Edge Systems
Ampere Altra family of cloud-native processors are now available 
for Edge-AI inference applications in several embedded systems.

AI Inference on Ampere Altra Family of 
Processors
Ampere Altra family of processors deliver exceptional 
performance and power efficiency for AI inferencing at the edge. 
Running AI inference on Ampere Altra family of processors 
requires no modification or adaptation of your neural network 
when it runs on one of the industry standard AI development 
frameworks, such as TensorFlow, PyTorch or ONNX-RT. Inference 
runs on top of our Ampere optimized inference engine, available 
at no charge directly from Ampere.

Ampere Altra family of processors supports the fp16 data format. 
fp16 provides up to 2x performance speed-up over fp32 models 
without any loss of accuracy. The quantization from fp32 is 
straightforward and requires no retraining or rescaling the 
weights. If trained with fp16 on GPU, inference can be run on the 
model out of the box. Ampere Altra family of processors supports 
fp32, fp16, and int8 data formats.

Ampere Altra family of processors consistently outperform Intel 
and AMD x86 processors in AI inferencing tasks by factors of up to 
2.5x to 3.5x, both in latency and throughput for many popular 
computer vision and NLP tasks. A series of benchmarks following 
MLPerf guidelines to demonstrate and document Ampere Altra 
family of processors’ superior performance can be accessed from 
our web site. Figure 1 shows an example of Ampere Altra’s 
benchmarking results against some of the CPUs typically utilized in 
edge platforms.

Ampere® Altra® Cloud-Native Processors
Ampere Altra family of processors, with high performance Ampere AI 
inference engine offer the best-in-class CPU based AI inference 
performance on standard frameworks including PyTorch, TensorFlow, 
and ONNX-RT on select Ampere-based Edge platforms.

Ampere® Edge-AI

The example covers Ampere Altra family of processors’ outstanding latency and throughput performance on ResNet-50, a widely 
used computer vision AI model. This level of performance is more than adequate for many real-time computer vision applications 
such as YOLOv5 (see Figure 2). Ampere Altra processors support multiple video feeds thanks to the high core counts and scaling 
capability.



Ampere Computing reserves the right to make changes to its products, its datasheets, or related documentation, without notice and warrants its products solely pursuant to its 
terms and conditions of sale, only to substantially comply with the latest available datasheet.

Ampere, Ampere Computing, the Ampere Computing and ‘A’ logos, and Altra are registered trademarks of Ampere Computing.

Arm is a registered trademark of Arm Limited (or its subsidiaries) in the US and/or elsewhere. All other trademarks are the property of their respective holders.

Copyright © 2023 Ampere Computing. All Rights Reserved.

Ampere Computing® / 4655 Great America Parkway, Suite 601 / Santa Clara, CA 95054 / www.amperecomputing.com

AMP 2023-0025

Ampere provides an ever-growing family of optimized, pre-trained models available for download to use for demos and/or adapt 
and use in users’ applications. The Ampere Model Library (AML) can also be accessed from our web site.

Figure 1: Ampere Altra Latency and Throughput advantage vs. Competing CPUs for ResNet-50 v1.5

Figure 2: Frame from YOLOv5 Video Stream on Ampere Altra Processor

GPU Support
NVIDIA GPUs validated by Ampere and our partners include: 

NVIDIA RTX A4500, RTX 5000, RTX 6000, RTX 3070 Ti, RTX 3060, A10/A10G, A16 and A30 boards scaling from 3,072 to 18,176 CUDA 
cores with 16GB to 48GB GDDR6 memory, with PCIe 4.0 host interface. Also supported is the embedded EGX-MXM-A4500 GPU 
module with 5,888 CUDA cores and 8GB to 16GB GDDR6 memory.

Resources
Visit https://solutions.amperecomputing.com/solutions/ampere-ai to find out more about Ampere Edge AI solutions, available 
embedded platforms, access Ampere AI Model Library and download Docker images of Ampere® Optimized TensorFlow, PyTorch 
and ONNX-RT available in the downloads section for free.

https://solutions.amperecomputing.com/solutions/ampere-ai

